FACT-CHECKING CORPORATE CLAIMS:
RETRIEVAL-AUGMENTED VERIFICATION OF SOCIAL
RESPONSIBILITY DISCLOSURES IN SUPPLY CHAINS

Eugenio Felipe Merlano*!, Arka Ujjal Dey?, Chixiao Lu!, Glenn Parry!, and John Collomosse?

L Surrey Business School, University of Surrey, Guildford, United Kingdom
2 Centre for Vision, Speech and Signal Processing, University of Surrey, Guildford, United Kingdom

*Email: e.merlanolombana@surrey.ac.uk

Abstract

Firms in global supply chains can strategically exploit information disclosure to amplify positive ESG commitments
while concealing poor environmental and social performance through low-visibility channels. Such strategic distribution
of information creates information asymmetries in which stakeholders cannot always distinguish genuinely responsible or-
ganisations from those making unsubstantiated claims. No automated, scalable mechanism exists to verify the consistency
of corporate disclosure. We address this gap by proposing a retrieval-augmented large language model (LLM) verification
framework. This approach adapts computational fact-checking techniques, originally used for social media misinformation
detection, to the domain of corporate ESG disclosure. The framework classifies claims against independently cross-validated
disclosure data, so that what a firm asserts publicly can be automatically compared with what its disclosures substantiate.
We validate our approach using ESG disclosure microdata covering global clothing brands and their supply chains. A
disclosure-recovery benchmark of 34,572 brand—criterion judgments shows that brand websites surface audited promotional
disclosure at two to three times the rate of operational disclosure. A verification study of 606 promotional claims finds that
only 5-7% can be substantiated against audited evidence, with results stable across four open-weight language models. The
framework offers regulators, consumers, and supply chain partners alternative audit mechanisms to detect claim-disclosure

gaps, reducing information asymmetries that facilitate deceptive communication strategies.
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1 Purpose

Supply chains suffer from persistent opacity regarding social
and environmental practices. A weak and fragmented reg-
ulatory environment allows firms to make unsubstantiated
claims about their ESG commitments, communicating sym-
bolic promises through high-visibility venues whilst suppress-
ing substantive operational disclosures in lower-visibility com-
munication channels |[IH3], a pattern consistent with Corpo-
rate Social Responsibility (CSR) washing. This behaviour
has recently been underlined by regulatory efforts, such as
the EU’s initiatives to constrain companies’ misleading claims
[5H7]. However, consumers and supply chain partners alike
lack automated tools to verify the consistency of corporate
claims across diverse communication channels at scale. This
paper proposes a retrieval-augmented LLM verification frame-
work to automate the detection of claim-disclosure gaps in
corporate ESG communication. We validate the framework
using microdata from clothing supply chains, drawing on the
Fashion Transparency Index [4], which covers the 250 largest
global clothing brands and provides cross-validated human-
coded disclosure data that we treat as a proxy for indepen-
dently validated ESG disclosure data. The empirical valida-
tion proceeds in two phases: a quantitative benchmark that
evaluates the types of claims the LLM can map by reading only

a brand’s public ESG website content, and a claim-verification
study that measures how much of what brands publicly assert
can be substantiated.

This paper also contributes to an emerging computational
literature on automated greenwashing detection. Environmen-
tal claim detection has been previously studied as an Natural
Language Processing (NLP) task [12,(13], and recent LLM-
based systems include EmeraldMind [14], which grounds ver-
dicts in a knowledge graph built from corporate ESG reports;
DeepGreen [15], which extracts greenwashing signals from
Chinese annual reports; and Iwata and Sakihama [16], who
detect “selective silence” by contrasting firms’ policy disclo-
sure with reported controversies. Our framework contributes
to this literature by validating promotional claims against in-
dependent, expert-coded audit evidence rather than the firm’s
own reporting, and detection is grounded in a multichannel
signalling model that exploits transparency disclosure to pre-
dict where claim—disclosure gaps arise.

2 Theoretical Background
This paper draws on two interdisciplinary foundations. First,

we build on the multichannel signalling model developed by
Merlano et al. [1], which extends traditional signalling the-



ory [9L/10] to settings with parallel communication channels
of heterogeneous signal strength. Merlano et al. [1] study
how organisations exploit high- and lower-visibility disclosure
channels, and show how firms can strategically distribute con-
flicting information across them.

Second, the methodological design adapts retrieval-
augmented verification techniques from computational fact-
checking. CRAVE [§] clusters retrieved evidence into coherent
narratives for LLM-based verification, while RAV [11] intro-
duces structured zero-shot retrieval-augmented verification of
multimodal claims. We transpose this logic from social media
fact-checking to corporate disclosure. For example, website
ESG claims serve as the “claims” to be verified, and indepen-
dently cross-validated FTT scores serve as the evidence corpus.

3 Methodology

Our verification framework is organised in two phases. Phase
1 is a quantitative benchmark with ground truth: for each
of the 258 FTT criteria and each of the 134 brands with us-
able website text (34,572 brand—criterion judgments), an LLM
reads the brand’s public website text and judges whether the
criterion is disclosed there, and the judgment is scored against
the human-coded FTI audit. This phase establishes whether
an LLM can recover audited disclosure from the promotional
surface, and where on that surface disclosure does and does
not appear. Phase 2 is the claim-verification pipeline: high-
visibility promotional claims scraped from brands’ official sus-
tainability webpages are routed to FTI thematic dimensions,
paired with the corresponding human-coded audit evidence,
and submitted to a large language model, which returns a
structured verification label. Phase 2 carries no claim-level
ground truth and is therefore descriptive; its reliability rests on
the Phase 1 benchmark and on inter-model agreement. Figure
summarises the Phase 2 pipeline; we describe both phases
below.

3.1 Data integration

We use two main datasets. The first contains detailed mi-
crodata from the Fashion Transparency Index (FTI), expert-
coded disclosure and transparency scores across 258 granular
dimensions for the 250 largest global clothing brands. The
data contains information on public disclosure of human rights
and environmental policies, practices, and impacts on cloth-
ing brands and their supply chains, selected based on annual
turnover above US $400 million [4]. The second dataset con-
tains a parallel record for each brand with an official sustain-
ability landing page, collected between November and Decem-
ber 2025.

3.2 Phase 1: disclosure-recovery benchmark

Phase 1 studies the type of claims the LLM can map by read-
ing only a brand’s public ESG website content, and where it
can reproduce the disclosure decisions made by the human
FTI audit. For every brand—criterion pair (258 criteria x 134
brands), the model receives the website text together with
the criterion and its FTI section heading, and returns a bi-
nary judgment: disclosed or not disclosed. Judgments are

scored against the human-coded audit labels. Each criterion
is mapped to one of three communication channels — pro-
motional (e.g., environmental and brand-image topics), op-
erational (e.g., labour, health and safety, governance), and
supply-chain (e.g., traceability, supplier disclosure, purchas-
ing practices).

Two metrics are reported by channel. The recovery rate is
the share of audit-credited disclosure the model finds on the
website (recall on disclosed items); the over-claim rate is the
share of audited non-disclosure the model wrongly reads as
disclosed. Overall accuracy is not headlined: 36.5% of items
are disclosed, so a degenerate model that always answers “not
disclosed” already attains 0.635 accuracy. Phase 1 runs three
models (Qwen3-4B, Qwen3-14B, LLaMA-3.1-8B); Gemma2-
9B is excluded because its run stalled and never completed.
Inter-model reliability is assessed with pairwise Cohen’s &.

3.3 Phase 2: high-visibility claim extraction

For each brand, the active sustainability landing page is re-
trieved, non-content elements (e.g., scripts, navigation, head-
ers, footers) are stripped, and the residual text is frozen into
a static corpus for downstream analysis. Phase 2 operates
on the 50 brands with the longest extracted text. Sentences
are segmented at terminal punctuation and retained as pro-
motional claims if they (i) contain between 8 and 120 words,
(ii) match an expanded regular-expression pattern set cover-
ing policy and commitment, supply-chain traceability, worker
rights, environmental practice, certification, and purchasing-
practice vocabulary, and (iii) do not match a boilerplate filter
for navigation, cookie, and shop-assistance text. Up to fifteen
surviving sentences per brand are retained.

3.4 Claim-to-indicator routing

Each promotional claim is routed to one of five FTT thematic
topics: policy commitments, purchasing practices, supply
chain traceability, due diligence, and spotlight issues. Routing
uses a curated codebook that maps every topic to its FTT sec-
tions and to a set of characteristic keywords, and each claim is
assigned to the topic with which it shares the most keywords.
Because routing depends only on keyword overlap, each as-
signment is reproducible and can be traced back to the words
that triggered it.

3.5 Evidence retrieval

For the routed topic, the corresponding human-coded audit
data are organised into a structured ledger of disclosure evi-
dence: one row per FTI criterion, recording whether the audit
credited the brand with disclosure on that criterion. Candi-
date rows are ranked by lexical overlap between the claim and
the criterion description, and the top 8 rows are retained as
the retrieval context for the verification engine.

3.6 LLM verification protocol

Phase 2 verification is run with four open-weight models:
Qwen3-4B and Qwen3-14B serve as the primary engines, with
Gemma2-9B and LLaMA-3.1-8B providing additional robust-
ness checks. All models are deployed on local GPU hardware,
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Figure 1: Phase 2 claim-verification pipeline

removing any dependence on third-party inference services.
Decoding is set to a greedy (non-sampling) regime, which re-
duces stochastic variation across runs, and the generated re-
sponse is capped at 256 tokens, sufficient for the structured
output. Each model receives a structured prompt contain-
ing the brand identifier, the extracted claim, the routed FTI
topic, and the retrieved evidence block, and returns a classifi-
cation label, a confidence value, and a one-sentence rationale.
The classification schema is three-way: SUBSTANTIATED
— the audited evidence directly supports the scope and pa-
rameters of the claim; EXAGGERATED — the claim is topi-
cally aligned with the evidence but overstates its scope, scale,
or certainty; and UNSUBSTANTIATED — the claim lacks
meaningful supporting evidence or contradicts the audited val-
ues. A residual UNABLE-TO-JUDGE code is reserved as a
guardrail for claims whose evidence retrieval returns nothing,
rather than serving as a substantive verdict. Model selection,
prompt design, decoding parameters, and output schema fol-
low a clear documentation and reproducibility protocol.

3.7 Evaluation design

Evaluation mirrors the two-phase design. Phase 1 is evalu-
ated against the human-coded audit: recovery and over-claim
rates are reported by communication channel, and pairwise
Cohen’s k across models measures whether independent en-
gines reach the same judgment on the same brand—criterion
pairs. Phase 2 is evaluated descriptively: we report the dis-
tribution of verification labels across claims and channels for
each model, and pairwise Cohen’s k over the shared claim set
measures inter-model agreement on the three-way verdicts.

4 Findings

Phase 1 was run over all 258 FTI criteria for the 134 brands
with usable website text (34,572 brand-criterion judgments
per model); Phase 2 verified 606 promotional claims extracted
from the top-50 brands. Table [1] reports the Phase 1 bench-
mark by communication channel; Table [2| reports the Phase
2 label distribution; and Figure 2 reproduces a representative
claim-level trace.

Table 1: Phase 1: recovery and over-claim rates by communi-
cation channel (34,572 brand—criterion judgments per model).

Recovery Over-claim
Channel True rate 4B 14B 4B 14B
Promotional 0.417 0.274 0.109 0.105 0.029
Operational 0.410 0.128 0.037 0.052 0.011
Supply-chain 0.231 0.033 0.013 0.014 0.004

True rate = share of criteria the human audit credits as disclosed.
Recovery = share of audit-credited disclosure the model finds on the
website; over-claim = share of audited non-disclosure wrongly read as

disclosed. 4B/14B = Qwen3-4B/Qwen3-14B. LLaMA-3.1-8B
reproduces the same channel ordering (recovery 0.021, 0.016, 0.004) but
recovers too little disclosure to anchor magnitudes.

Every model ranks the channels identically: recovery is
highest for promotional criteria, lower for operational criteria,
and lowest for supply-chain criteria, even though promotional
and operational criteria have nearly identical true disclosure
rates (0.417 vs. 0.410). Websites surface promotional disclo-
sure at two to three times the operational rate. Inter-model
agreement on individual judgments is fair to moderate (Co-
hen’s k = 0.405 for the Qwen models).

In Phase 2, only 5.4-7.3% of promotional claims are sub-
stantiated by the audit evidence, a result that holds in all
four models. The models differ in how they classify the un-
substantiated remainder: Gemma2-9B tends towards EXAG-
GERATED, LLaMA-3.1-8B towards UNSUBSTANTIATED.
The low substantiation rate itself is consistent across all four.
Inter-model agreement is stronger than in Phase 1: kK = 0.616
for the Qwen pair and 0.51-0.55 between Gemma2-9B and
each Qwen model; LLaMA-3.1-8B is the outlier in both phases
(k = 0.29-0.36).

5 Discussion

The pipeline assesses whether a firm’s public ESG claims can
be independently substantiated. Parallel theoretical work is
developing the multichannel signalling account of how firms
strategically distribute claims across communication chan-
nels of heterogeneous amplification and verifiability [1]. This
study provides direct empirical support for that account. The
disclosure-recovery benchmark shows that brands’ websites
surface audited promotional disclosure at two to three times
the rate of operational disclosure, despite nearly identical un-
derlying disclosure rates, and that supply-chain disclosure
is largely absent from the promotional surface. The claim-



verification phase shows that only 5-7% of promotional claims
can be substantiated against audited evidence. Together,
these findings are consistent with a pooling equilibrium in
which symbolic communication resembles ‘cheap talk’, while
substantive disclosure stays in low-visibility channels.

The LLM verification framework proposed here offers
a scalable mechanism to reduce information asymmetries.
Retrieval-augmented verification creates a cost-effective au-
dit tool for consumers, regulators, investors, and supply chain
partners, automating the comparison of promotional asser-
tions against independently validated disclosure data. Over
time, such verification may help shift incentives so that credi-
ble firms can distinguish themselves from less committed com-
petitors.

Table 2: Phase 2: distribution of verification labels (N = 606
claims, top-50 brands). Values are percentages.

Model SUB EXG UNS
Qwen3-4B 7.3 42.1  50.7
Qwen3-14B 5.6 41.9 52.5
Gemma?2-9B 6.9 56.4  36.6
LLaMA-3.1-8B 5.4 20.8 73.8

SUB = Substantiated, EXG = Exaggerated, UNS = Unsubstantiated.

Representative claim-level verification trace

(anonymised)

Brand: Brand A (luxury group)
Claim (extracted):
o “We are committed to sourcing only responsibly pro-
duced leather from suppliers that meet our environmen-
tal and animal-welfare standards.”

Routed channel: Purchasing practices
LLM verdict: UNSUBSTANTIATED

e Confidence 90%
LLM rationale:

e “The brand provides no audited evidence of responsible
sourcing practices or supplier monitoring in the purchas-
ing practices dimension.”

Figure 2:
(Qwen3-4B)

Verification example for one brand-claim pair

6 Managerial Implications

For policymakers, the framework supports emerging regula-
tory initiatives, such as the EU Directive empowering con-
sumers for the green transition through better protection
against unfair practices and better information [6], by pro-
viding an automated mechanism to assess whether firms sub-
stantiate promotional ESG claims with auditable evidence.
Disclosure mandates and digital product passports remain in-
sufficient if the underlying signals cannot be independently
verified across information channels; the framework offers a
scalable tool for connecting promotional assertions to audited
operational data.

For organisations with genuine social and environmental
commitments, the framework outlines a strategic pathway to
differentiation. By aligning claims with verifiable disclosures
and investing in costly certifications that less committed firms
find difficult to imitate, such organisations can construct cred-
ible signalling portfolios that distinguish them from competi-
tors.

7 Limitations

This study has several limitations. Methodologically, claims
are extracted using a rule-based regular-expression filter over
a fixed set of ESG-promotional patterns, and each claim is
routed to a single FTI topic via keyword overlap, thereby
limiting cross-dimensional claims that span multiple indica-
tors. The three-way channel classification of the 258 criteria is
researcher-assigned and topic-driven; alternative assignments
would shift channel boundaries, although the promotional-
operational contrast rests on near-identical base rates rather
than on any single assignment. Phase 2 carries no claim-level
gold standard: verdicts are descriptive, and their reliability
rests on the Phase 1 benchmark and on inter-model agreement,
which is moderate-to-strong in Phase 2 (x up to 0.616) but
only fair-to-moderate in Phase 1 (x < 0.405). Models agree
on the direction of every finding but not on absolute magni-
tudes, and LLaMA-3.1-8B is a weak outlier in both phases.

Empirically, the website corpus consists of a single scrape
of each brand’s sustainability landing page; absolute recovery
rates are accordingly low, and the channel gap is descriptive
rather than causal. Richer multi-page scraping is the immedi-
ate next step. Phase 2 covers the 50 brands with the longest
extracted text, a convenience selection rather than a random
sample. The FTT audit labels date from 2023 while the scrapes
were collected in late 2025, so some divergence may reflect
genuine change in disclosure rather than channel asymmetry.
Finally, the evidence is limited to the largest clothing brands,
which may not represent SME disclosure behaviour, and FTI
provides a cross-sectional snapshot, with longitudinal dynam-
ics unexplored.
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